
MDL exam, 3 June 2016

There are three main exercises. For each sub-exercise you can earn the amount of points indicated
behind the letter. You can earn up to 10 points; the final exam grade will be
max{nr of points earned + 1, 10}. Don’t spend too much time on questions that you find very
difficult! — it is wiser to look ahead and see if you can solve an easier question first.

1. Real, rather than Idealized Prefix Codes

Let X = {a, b, c, d, e, f}. Recall that the Kraft inequality implies that for every distribution P on
X there exists a prefix code C with length function LC that satisfies:

For all x ∈ X , LC(x) ≤ d− logP (x)e, (1)

where log is base-two logarithm. Now let P0 be the uniform distribution on X . Let C0 : X → {0, 1}∗
be the real (not idealized) code that codes a as 000, b as 001, c as 010, d as 011, e as 100 and f as 101.

(a:12) Does C0 correspond to the uniform distribution P0 via the Kraft inequality, i.e. do P0

and C0 satisfy (1)?

(b:1) Is C0 the most efficient prefix code, i.e. does it minimize the P0-expected codelength
among all real (not idealized) prefix codes? If so, explain why. If not, give a prefix code
that achieves smaller P1-expected codelength, and give an expression for its codelength.

Now consider a different distribution P1 with

P1(a) = P1(b) = P1(c) =
2

9
; P1(d) =

5

24
; P1(e) = P1(f) =

1

16
.

(c:12) Does C0 correspond to P1 in the sense of (1)?

(d:1) Show that there is a prefix code that encodes some of the outcomes using 4 bits, and
that achieves substantially smaller P1-expected codelength than C1. Give an expression
for its codelength.

2. Maximum Entropy

Let the sample space X = R and let f be a probability density function on X . In analogy to the dis-
crete case, we define entropy for continuous-valued sample spaces as H(f) = −

∫
x∈R f(x) log f(x)dx,

but for convenience, throughout Exercise 2, log denotes natural logarithm. We use Ef to denote
expectation under f , i.e. for a function u : R→ R, Ef [u(X)] :=

∫
x∈R f(x)u(x)dx.

(a:13) Let gµ,σ2 be the density of the normal distribution with mean µ and variance σ2. Show
that H(gµ,σ2) = 1

2 log(2πeσ2).

Let Fσ2 be the set of all probability densities on R with E[X2] ≤ σ2.
(b:23) Show that for every density f ∈ Fσ2 , H(f) ≤ H(g0,σ2), with equality iff f = g0,σ2 .

(HINT: evaluate Ef [− log g0,σ2 ] and use the information inequality).
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Now consider two arbitrary probability densities f0 and f1 and consider the mixture densities
defined as fλ(x) := (1− λ)f0(x) + λf1(x). Note that for any function u of X,

Efλ [u(X)] = (1− λ)Ef0 [u(X)] + λEf1 [u(X)] (2)

(c:23) Show that, for arbitrary f0 and f1 (not necessarily normal, not necessarily in Fσ2), we
have

H(fλ) ≥ (1− λ)H(f0) + λH(f1). (3)

Now take f0 := g0,τ2 to be a normal density with mean 0 and variance τ2. Take f1 to represent
a uniform distribution on [a, a + 1] for some a ∈ R and consider the mixture density fλ as above
(fλ depends not just on λ but also on τ2 and a, but we suppress this in the notation). It may be
useful for your understanding to draw the graph of f0 and f1 for some fixed τ2 and a).
(d:13) Show that, no matter what the value of a, we have H(f1) = 0 so that from (3), for

0 < λ < 1, we have:
H(fλ) ≥ (1− λ)H(g0,τ2). (4)

(e:23) Show that if we take λ(a) := 1/(a3), then

lim
a→∞

Efλ(a) [X
3] = 1. (5)

(HINT: You may use that for all m ≥ 1, am ≤ Ef1 [Xm] ≤ (a + 1)m. Also use that
Ef0 [X3] = 0, as can be seen from looking at the graph of the normal density. Also use
(2).)

(f:13) Show that if we take λ(a) = 1/(a3), then, for any τ > 0,

lim
a→∞

Efλ(a)[X
2] = τ2. (6)

(HINT: see previous hint).

(g:1) Now define F ′σ2 to be the set of densities with mean 0, variance ≤ σ2 and E[X3] ≥ 1/2
and note that F ′σ2 ⊂ Fσ2 (Fσ2 was defined above). Based on the previous exercises (in
particular, Equation (4), (5) and (6)), taking τ2 close enough to σ2, show that

sup
f∈F ′

σ2

H(f) = sup
f∈Fσ2

H(f)

Is the supremum on the right achieved? If yes, by what distribution, and what is E[X3]
according to this distribution? If no, why not? Same questions for the supremum on
the left.
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3. Bernoulli Rules

Consider binary data xn ∈ {0, 1}n.

(a:1) Consider a model consisting of just two distributions: Bernoulli 0.2 and Bernoulli 0.8,
extended to n outcomes by independence. We will now code data using the predictive
plug-in code relative to this model, where for each i < n, the next outcome xi+1 is
predicted based on the maximum likelihood estimate of the past data xi. If i = 0 or if
n0(x

i) = n1(x
i) you may set the parameter estimate at index i to 0.8.

(i) Given the sample size n, describe a sequence on which we get regret linear in n
using this predictive code, and give an expression for this regret.

(ii) What is the worst-case expected regret as a function of n if your model is the
set of all Bernoulli distributions with mean between 0.2 and 0.8? (if i = 0 you set
the parameter estimate to 0.5). Your answer should be accurate up to O(1). Here the
expectation is taken over the worst possible distribution in the model.

(b:1) With again the 2-element model consisting of Bernoulli 0.2 and 0.8 as in exercise 3(a)(i),
calculate the worst-case regret at sample size n of

(i) the two-part code with a uniform (fixed-length) code on the model

(ii) the Bayesian code with a uniform prior on the model

(iii) the NML code for the model.

Your answer for (i) should be exact; for (ii) and (iii) you should give an o(1) approxi-
mation (i.e. it becomes exact as n→∞). Explain your answers.

(c:1) Suppose we have a model consisting of a finite number of M distributions P1, . . . , PM
defined over data of length n. We now change the model by adding one more distribution
PM+1.

(i) Prove that the worst-case regret achieved by the NML code for the new, larger
model is at least as large as for the original model.

(ii) Give an example that shows that the worst-case regret achieved by the pre-
dictive plug-in universal code based on maximum-likelihood estimators can actually be
strictly smaller for the larger model than for the smaller model. If the maximum likeli-
hood estimator is undefined or not unique for data xi, then you may assume that your
predictive code predicts/codes based on P1. (you don’t have to give a full mathematical
proof for your answer. It is sufficient to give an example and argue informally that for
that example, the worst-case regret for the larger model will be strictly smaller than for
the smaller model).
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